CCP4 Automation Discussion group
York 7-8 June 2005
Notes
Present:
Tuesday, 7 June:  Garib Murshudov (meeting organiser),  Tadeusz Skarzynski (meeting organiser), Ronan Keegan, Graeme Winter, Wendy, Airlie McCoy, Paul Emsley, Keith Wilson, Eleanor Dodson (taking notes), Charles Ballard, Charlie Bond, Martyn Winn, Kevin Cowtan, Maria Turkenburg, Fei Long, Dan Rolfe, Alexei Vagin
Tadeusz went over his summary of progress after the March CCP4 meeting. This focussed on: 
a) Strategy, b) Challenges, and c) Proposed Actions.

Strategy:  
i) Review suite capabilities

ii) The preferred model was to work from the bottom up – automate some tasks then learn from these.

               
iii) A test suite of data is needed.

               
 iv) All components must be modular

                 
v) Tasks need to be invoked both from a GUI and via the command line. They are

required first to succeed, only secondary importance to report progress to user. 

vi) Another CCP4 standard is needed to store useful information for transfer between tasks.

                 
vii) Procedures are needed to flag up required information in legacy code.

Challenges: 
i) Everything takes longer than it is expected.

ii) Volunteer contributors have other responsibilities; they tend to work hard for a spell, then turn to other tasks. This is difficult for the professional CCP4 staff. 

iii) CCP4 developments are fragmented, and there is no overreaching management structure. 

                    
 iv) So far, there lack of a clear strategy means people focus on short-term goals. 

Proposed Actions: 
i) We need a snapshot of what we have, what are people doing now, and what should they concentrate on in the future.

                        ii) Learn from what has been achieved so far (MR, CHART, DNA) 

iii) What tasks need automation? Some large – e.g. molecular replacement, others count as “little jobs” which should be incorporated into larger tasks.

(Eleanor: It would help to have a working diary from selected crystallographers)
iv) Review other automation efforts

v) Review of CCP4I – It is a key element in automation. Does it need rewriting? 

vi) Before starting need some agreement on technical issues. Should everyone script in Python? Use a data base? Xml for information interchange? 
vii) Need to deliver something asap, and release it 

Conclusions: 
Developing automation software will require a different work style – need more communication, and key programmers need to give up their time.

                       Standards need to be agreed.

                       Time lines given.

Discussion: Graeme asks: who is project to serve – skilled, semi-skilled or unskilled? Answer: all – Tadeusz says skilled are most enthusiastic for automation – they understand what needs to be done, and like it to be done fast!

Agreed that we don’t need a heavy duty data base, but do need to be able to track a project.

What is information file for? Mostly low level information used throughout structure solution. 
E.g.: Sequence and crystal content, molecular weight, e.g. Zn in crystal? 

      From crystal:  cell  - point group and possible space groups
                              NCS translation?  Possible number of molecules in asymmetric unit? 
This is somewhat different to the information needed at deposition, That requires  more details, and describes the quality of the experiment; e.g. Rmerge for resolution shells from SCALA. There are already harvesting procedures to accumulate this and ease deposition.
Martyn Winn gave an overview of activities at Daresbury.

This centred on molecular replacement, and should be read in conjunction with Garib’s and Airlies talks.

Ronan is funded by e-HTPX, first to explore ways of using the GRID and the heavy computing power it provided in a cluster. Norman Stein is paid by CCP4, to be part of the Automation team, as well as assist as a core person. Charles Ballard is a core programmer with special responsibility for the automation project. Wendy is paid by BioXhit to develop a data base to map a project. Dan Rolfe is part of the Automation team, working mostly with Paul Emsley. Graeme Winter is funded by e-HTPX .

One area which seemed promising, and fitted Ronan’s interests, was to do brute force molecular replacement, testing many models, and various flavours of the same models simultaneously. 

The project has three components, a) Model selection, b) The actual MR and scoring the results, and c) using refinement as an final test for likely MR solutions.
a) Model selection. This is done via the EBI  MsdTarget search. Martyn says this is simply a Fasta search. They then use MsdFold to get other related proteins with similar folds to the sequence hits, and PQS-quick too extract likely oligermeric states. They have tested other sequence matching tools, and Martyn reported results on 1ocd matched to XXXX . There are differences – it would be interesting to analyse it further..
The model coordinates are retrieved from the PDB, tidied up to remove H2O and alternate conformations, and split into chains. (An aside – they should check the BIOMOL records; not all molecules are best split; e.g. Fabs heavy and light chains; insulin – chains linked by di-sulphide bridges, etc) 

The sequence alignment, and tidied model is then fed to CHAINSAW, which reconstructs a model with residues mutated and renumbered to match the sequence alignment. It now truncates non-identical residues to CG, but in future will output the fullest possible atom match. There are debates as to which procedure gives the best MR signal. (Schwarzenbacher's paper).
Charles is developing an “Anisotropic Network Model” which finds the normal modes in a similar way to elNimo, approximating residues to a central atom linked by a single force field. This gives quick and dirty normal modes, good enough to generate flexible models by fluctuations about them. ( See Airlie for interesting further devt of this) 

b) The (aligned?) models are then fed to Phaser or Molrep, along with the information file, which provides ideas on number of molecules to search for, NCS . The procedure then seems pretty rigid; the search continues through all possible models, even if the first gives a stunning result.. (Norman will add a Python script t o also allow Amore to be used in a similar way)
c) Likely solutions are fed to refinement to give a further score.

d) It has been tested on Schwarzenbacher set plus some SGJC ?? ones.

e) To help with decision making, Ronan is developing an XML schema, and using an XML Spytool 

f) Is it fair to say they haven’t thought in great detail about how to score results in difficult cases?

Discussion: Lots! 

Important Qs raised 

1) How practical is it to depend on Servers? E.g. EBI has primary responsibility to archive. Its data base is not primarily organised to serve MR needs.

2) Can commercial people use any server freely?  (Answer – No)

3) Can users easily and seamlessly add their own sequences and structures to the general data base? (Yes for Msdfold , but not for everything, so we need access to, or to provide sequence alignment tools, PQS type services etc..)
4) Do we need multiprocessing for MR?
Garib discussed his automated molecular replacement project. Fei Long, and Alexei Vagin are key players. Their approach is all developed locally.

 It is worth mentioning that it is firmly based on analysis of the whole PDB archive; Garib emphasises how working with many, many test cases is good both for debugging AND for generating new scientific ideas. His group is forced to consider scoring much more rigorously, both to reject false results, and to tease out solutions from weak signals. 

The technology used is: 

a) Construct a data base from the entire PDB of likely models – organised by homology into subunits, domains, oligomers. Alexei will give more details.
b) Use Python to read XML output added to programs. So far only incorporated into REFMAC, MOLREP, and SFCHECK 
c) Use existing software  pipeline; SFCHECK (data checking) – MOLREP (does not use info file; does its own Matthews-coef, Patterson for NCS, sequence alignment, and tidying of solutions into oligomers if present; i.e.  dimers, trimers, etc) – REFMAC – SFCHECK( model checking) – maybe back to MOLREP with improved model
d) MR will be linked with exptl phasing; MR phases can find weak sub-structure sites; poor MR model may be easier to fit into a poorly phased map.

e) The database  will be distributed once it is finished, a method is available for updating it both with new structures, both locally, and from the RSCB.

Python has classes suitable for the above programs – are they extendible?  The XML format is very simple but read by the Manager. It is important to have a STOP signal, and essential for parallelisation. 
Discussion: A lot about the data bases.

Is the XML/ Python approach easily extensible? does it match Ronan’s or Graeme's in any way?

Can SFCHECK produce output compatible with SCALA/ Truncate data analyses?

Airlie (PHASER):
a) Emphasized that GOOD algorithms are equally important – work spent on improving the signal saves a lot of effort in testing unnecessary models after the solution has been found. Automation is also essential when there are many fragments to be fitted; and manual editing would be tedious.
b) Phaser written in C++; built on OpenSource cctbx libraries. Software linked with Python and boost.

c) Output – map coeffs for further building; also PDB , mtz with Fcalcs, xml description (??? )

d) Improvements still needed; automation could cut corners and thus speed up considerably. NCS translation needs to be incorporated, Self rotation not used, but she thinks it is not necessary and can be misleading. Different temperature factors for different molecules a problem.
e) Very nice ideas on selecting domains, done with Thomas Schneider. 

f) Extension to exptl phasing – SAD/ MAD automation easy; only one crystal to consider. MIRAS much harder. 

g) How should user interact with an automated pipeline? GUI helps with input, and can organise and document output. All lead to command line. Tadeusz suggests an “expert system” – as opposed to "helpers", which means software making more decisions, based on a collection of rules and knowledge ("encapsulated X-ray guru"...). 

Discussion: or is it interjection from Keith – PHENIX is more tightly managed than CCP4.

We must avoid duplication of effort; seen badly by funding bodies!
Paul Emsley/ Dan: The future PyChart.
Assumes exptl phasing will begin from merged, checked , consistently indexed data sets.

Input these mtz files, plus info.dat; Need sequence and crystallisation conditions, mol. wt, possible MR model, list of possible SGs, etc. Aim to use CCP4 software wherever possible.

Stages are: Data collection (CCP4 utilities) analysis – SCALEIT – find sites ( SHELXD – HYSS - Acorn? – new prog) – Phase&Refine – (PHASER) – density modn to choose hand (DM) – best possible phase enhancement (PIRATE) – then test if the chain can be traced – (Arp/Warp, COOT/BUCCANNEER)  - sequence assigned? (COOT)

Stage 1 will concentrate on SAD phasing – simplest .

Paul also outlined need to allow cross talk between exptl phasing and MR. 

Tomorrow – must discuss Model building and update (completion) after refinement – big bottle neck and COOT has excellent tools. Can they be “automated”? Also, improvement of structure validation tools. 
Graeme:  e-HTPX – DNA applications
Discussion of XIA  (Xtallographic Infrastructure for Automation) based on the DNA scheduler.

Goal is to have little or no user input, but output is huge.

The output of one step is required as input for the next, so it must be filtered. He uses XML ( Q- does he use XMLOUT to collect this info?) 

He has already modified sortmtz/scala/truncate – maybe sfcheck should be added. 

The procedure allows different indexing software to be selected – eg. mosflm auto-indexing, labelit, hkl2000. The idea is to allow user to select, but at present Graeme prefers labelit. However, he would like to be able to actually modify the software to write out his xml info. And that is not easy outside “friends of CCP4”. 
The next important task is to remember what has been done; He is working with Wendy on DB entries. (People pointed out that it is important to keep in step with Geoff Battye.) He believes useful info should be stored even if it can also be derived. It makes it easier to produce a report later. 
Eg. autoindexing suggests crystal class, but he adds list of possible Laue groups  and point groups

( XXX Graeme – is this right?) 

He would like a set of standard tools for constructing a GUI. 

Eleanor:  this is provided in  CCP4I – not sure whether you want another set? Or a python based set? Or should the CCP4I set be replaced – could that be done easily? Should it be done at all? Pete to answer I guess…
Then there was some discussion of the BioXhit data base. 

(Eleanor: Pete – all this may well be off the wall – a summary is needed but please forgive misreporting! There was more discussion next day. Maria has pointed me to www.ccp4.ac.uk/ccp4i/projects/index.html )
Graeme liked the idea because it provided a permanent home for both “facts” – info which would never be overwritten, and “dingbats" which would be. I think he was inching towards the division needed between a “project history” and a “knowledge repository” but more on that later..
Graeme wants the BD to include references to software used.

Garib says – “is a relational data base necessary? – it adds an extra level of complexity.” To be discussed later...
Day 2: Present:

Wednesday 8 June:  Garib Murshudov,  Tadeusz Skarzynski, Ronan Keegan, Graeme Winter, Wendy,  Paul Emsley,  Eleanor Dodson, Charles Ballard, Charlie Bond, Martyn Winn, Kevin Cowtan, Maria Turkenburg, Fei Long, Dan Rolfe, Alexei Vagin

Tadeusz summarised Day 1 :

Essential tasks to complete at the meeting:

a) Agree an overall “vision”.

b) Rules and standards for scripts and data transfer. XML, Python, databases...
c) Setting up working teams

d) Deliverables with time lines

 Suggested  agenda topics:
a) General discussion on vision

b) Tasks for automation; data processing, molecular replacement, experimental phasing (SAD, MAD, MIRAS). Model building, refinement, rebuilding, ligand fitting, validation, deposition.

c) Identify gaps in suite. (sub-structure determination, model rebuilding and completion)

d) Standards for data transfer. XML, databases, report files

e) Avoiding overlaps (Need a MR working group?)
f) Next generation of CCP4i – Remember it is a crucial CCP4 flagship feature.

g) Deliverables: tasks, people, and  timelines

h) Monitoring progress: There is a CCP4 automation web site – restricted access?

Vision for CCP4 automation and specific tasks:

Garib outlined the overall plan of CCP4 automation.

What is needed for complete automation?

(An aside: many other automation initiatives use CCP4 components. In fact this is probably good for CCP4; a) the industrialists have to buy the suite to use them, and b) it helps publicise the software.)

Garib thinks that even now with existing software, in 80% of cases there is a smooth progression from data acquisition to final structure 
Progression is:

Data   >  Initial phasing    >            Interpretation 

                 (Exptl/MR)                       |                    |

                                             Feedback        Optimisation

	                   


                                                  Critique (or validate)

                                                              |

                                                    Completion

                                                              |

                                                     Final validation
                                                     Bioinformatic analysis

Users can enter the process at any entry point and leave at any exit point.

The completely automated system should get sequence, molecular weight; possible crystal contents (e.g.: buffers, metals, etc) from pre-crystallographic DB (PIMS). Ligands, preferably described by a smiles string provided by the chemist who made it! 

Also any homologous model IDs, and sequence alignments – this will use Model Selection and Model Generation tools described in MR talks.

Data processing and analysis: need input from DNA, Andrew Leslie, Phil Evans, Geoff  Battye.

Eleanor: Can we add sfcheck to the standard data merging scripts in the GUI? Needs to go after truncate to get a second set of quality assessments...
For structure interpretation: will need accumulated knowledge of likely structure (remember the O database of 5-peptide fragments) and of successful protocols.

Optimisation – refinement of model against data and prior knowledge

Criticism/ validation – would be nice to have a residue-by-residue reality check to use for feedback

           Tools exist – Whatcheck/Procheck, Coot, did Charlie Bond say they make such a table?

Model completion – use Dano with model phases to find metals, maybe check Ss

Coot has some very nice model completion tools e.g. fit missing loops, find unmodelled blobs, fit ligands, find waters, etc, but how easy is it to abstract the procedures for automation?

Structure analysis – Martin Noble, Eugene are generated tools. 

Further comments from Garib:

1) All components need common formats – (An aside – it would help coot/refinement interface if mmdb standards for coordinates were observed – e.g. SEQRES, missing residues/atoms,  etc.)

2) Automation needs good decision making and this is a scientific project

3) PDB can yield a wealth of prior knowledge; we need to first extract then present it in a clear way.  A data base (or a "knowledge bank") will be needed. 
Discussion (led by Tadeusz): 
Standards for data transfer:

We need to focus on the "arrows" between separate modules: e.g. program wrappers should be only written once, a need for Python code reusability - a CVS depository of CCP4 Python code? Standardised XML files, etc.
One useful tool would be a Python API to call existing CCP4 programs. 
How best to use peoples skills and what working groups are needed?

This is important especially for the new members of the team at Daresbury. They have a lot to offer but need guidance. 

Also, Steve Ness would be a valuable contributor to the project. 
Suggestions were made for working groups, leaders nominated, and other names suggested. But the leaders should be able to co-opt others. There should be meetings very soon, to get the balls in the air before the summer.

We should all have studied the reports presented in March CCP4 meeting more carefully. They are all available at :  www.ccp4.ac.uk/dev/CCP4_meeting_220305/index.html
Set up of a Working Group "Python Libraries and Wrappers": to be coordinated by Charles Ballard, with suggested members: Ronan, Airlie, Dan, Paul, Fei, Graeme.

"Xml Definitions and Libraries" Working Group: Martyn Wynn to lead, suggested membership, Fei, Graeme, Steve Ness, a PIMS person. It is important to standardise as far as possible with other teams; e.g. PHENIX. Also, Input from Peter Briggs is badly needed. 
It would be nice if as well as, or as part of XML, there was a way of presenting results, both the loggraph style information, and other clearly labelled, nicely formatted reports.

XML will be needed both to transfer information for decision making and represent results.

"Test Data Sets" Working Group:  Maria Turkenburg to lead. 

There is an AUTOSTRUCT set already available.

Fei has information on many PDB depositions. Can this be made public along with some derived information, e.g. Resolution, Nmol/asymm unit, etc..

Graeme has downloaded the JCSG archive with images. These would make  a wonderful test set for many of the tasks, but again information needs cataloguing.

Keith has asked the SPINE partners to contribute some of their solved structures for a workshop.

Also contact Tassos.

Avoiding overlaps:

Molecular replacement groups need coordination to remove overlaps. However, there is room for parallel development of different ideas, with cross-talking between them, e.g. model generation using external servers should be continued as an alternative to the methods based on a curated, and distributable database of molecular fragments.
The model selection and generation module is not just a part of MR. It should be stand-alone, distributable,  and available for several tasks, like construct design for protein expression.

It needs to read multiple alignments, and generate multiple models all overlapped for ensembles. It would be nice if CHAINSAW and/or MOLREP could have options to output truncated or semi-complete models. 
Tools more or less exist but scripting needed to link them. A good report is needed too. Fei/Ronan to investigate. 
CHAINSAW would have to be modified to accept multiple alignments, then superpose could align them all and report similarities.

Airlie reported on the domain detection – it seemed an excellent idea. What are the problems in incorporating it or something similar? The Normal mode analysis CB described might fit well with some of Eugene’s routines. 
There is a good opportunity for CCP4 to create a valuable model-generation tool, which would fill a "niche in the market".
"Model Generation" Working Group: Charlie Bond to coordinate:  Suggested people: Alexei/ Garib, Airlie, a PIMS person, probably from Dundee, Fei? Ronan?

Gaps in the suite:

Experimental phasing. 

PyChart 0.1 will address SAD phasing. At present Paul envisages PyCHART starting with data analysis of multiple data. The data processing/ analysis will have provided mtz files with bad reflections rejected. Twinning detected, etc. 
The CCP4 utilities already convert separate data sets to the same indexing convention in non-pathological cases.  Phil Evans is going to match indexing to a master data set for all space groups. 

Current gaps in PyChart : data analysis, MAD and MIRAS, map skeletonisation (exists in Clipper).
The JCSG data sets can be used to run experimental phasing tests. Graeme, Maria, Paul, Dan will all be interested. Who will co-ordinate? 

At present suite depends on SHELXD to locate sites, HYSS is another freely available option. 
Eleanor: I see no harm in using this, providing it doesn’t invalidate CCP4 licence. 

Paul will test CCP4 alternatives. 

Model building 
This is going to be based on Buccaneer and Coot (Kevin and Paul) and will be available from both command-line and graphical interface.
Skeletonisation is available. Is there a scoring algorithm for a good’un? 

Baton build works, any background software to convert skeleton to main chain? 

Coot can detect bad residues, set all occupancies to zero, eliminate bias by further refinement, and rebuild loop if it is buildable!  

Sequence assignment also works. (is this a separate program?) 

Ligand fitting – coot can find likely blobs and fit ligand. Some problems with big ligands. 

Ligand validation needed. 

Water detection – part of COOT.
Model re-building and completion
High priority for automation - people spend most of their time on model rebuilding and improving.

Things to do: loop rebuilding, side-chain remodelling, ligands, metals, solvent molecules...

Tadeusz suggests an automatic model completion task based on sequence information, analysis of electron density maps and model validation.

Validation tools should be automatically or manually applied to refined models (after REFMAC). 

Paul and Martyn to investigate.
Future plans for CCP4i:
This is the public face of CCP4 – essential that it is maintained. It is at present linked to project data base. The whole of the next vital discussion desperately need input from Peter Briggs! 

Others tried to summarise his plans:

a) Project data base to be separated from GUI. This will make it easier to access it from automation scripts. 

b) No one wants to lose the “view file from job” facility – maybe to improve it as XML output gets in place. 

c) Automation will be scripted in many cases, and maybe run on other machines, but it will need to feed information back to the project data base. This will include protocols, and results. This is the database which will be queried when automation fails to complete its task. 

There was often confusion about what sort of database was being discussed. 
There are: 

- the project history, 

- the set of useful facts which need to be accessible, e.g. sequence, or the list of possible SGs, 

- the project report which will not include dead ends (probably overlaps with data harvesting), 

- and quite separate, the knowledge repository. Eleanor: I see this as a modern $CLIBD. It would include basic crystallographic material (symops, atomsf.lib), the monomer descriptions, histograms, maybe building fragments, etc etc  

Timelines:

People tried to give indications:

Working parties will start soon. (next week?)

Developers: 

Kevin is working on NCS in Pirate, which he hopes to finish soon, then will turn to BUCCANNEER to fit fragments into low resolution maps. Maybe something available in 3-6 months. 

He is offering a Clipper course in September.

Model completion. (or do we Polish structure?) Paul has many of the tools already coded in COOT, but the scripting is all also part of COOT. It is easier for him to work from within the graphics window, to call more extensive procedures aiming towards completion, including rebuilding, validation, then passing information to REFMAC. It would be nice if this cycle could be called from outside the graphics window but it represents a lot of work.  Charlie Bond has done some validation which communicates with COOT. 
Validation and Structure analysis.

We have Procheck, Whatcheck, Sfcheck, as well as COOT. We all have our favourite features; Procheck makes nice pictures of secondary structure; does the residue-by-residue CHI1 analysis, Whatcheck and COOT check hydrogen bonding networks, etc 

Kevin wants projects for MSc students! Maybe they can move features to a single validation package..

Eugene and Geoff Barton at Dundee and Martin Noble are all interested in structure analysis. Eleanor: I feel this is not part of automation – leave something for rational thought!

Garib raised a question of marketing CCP4. Good idea – it is needed, but marketing depends on  good reports from the punters, and that depends on 1) ease of use, and 2) quality of algorithms. 

He is right that we as a community should present material as much as possible.. 

Release policy? Not properly discussed – maybe too early

Next meeting. In about 4 months, combined with CCP4 WG2 meeting.

