Minutes of CCP4 Developer's Meeting, 29-30th March 2006

Wednesday 29th March

Keith Wilson - Overview of CCP4

Keith gave an overview of CCP4 activities. There are currently 13 staff at Daresbury associated with CCP4 (including those working on PIMS, BIOXHIT and e-HTPX projects) and 9 elsewhere (York, Cambridge, Oxford, Diamond).

He reviewed the scientific scope of CCP4. Areas to work on include data analysis (e.g. truncate replacement), experimental phasing and validation (we need something like MolProbity).

He reviewed the CCP4 management structure (WG1, Exec, WG2, Stab) and suggested that we should look to improve this. The existing evolved structure has served us well, but is now maybe not sufficient to keep up with more organised efforts.

Tadeusz Skarzynski - Summary of automation meeting

Tadeusz summarised the automation meeting which had just taken place (28-29th March). See separate minutes of this meeting. 

Maeri Howard - Study weekend/Survey/Conferences/Site visits

Study Weekend 2006 had been the most successful yet, with approx 540 participants. Study Weekend 2007 will take place 4-6th January at Reading. The topic is Molecular Replacement, and the scientific organisers are Frank von Delft and Garib Murshudov. 

CCP4 currently sponsor several workshops, but money may be tighter in future years. There will be no workshop at the ACA this year, due to the cost. 

The DL group are organising UK site visits this year, following requests received at the SW. The aims are to bring UK universities up to date with 6.0, to give general overviews of CCP4 including plans in the pipeline, and to provide a surgery for specific problems. Other developers will be co-opted as appropriate.

The SW questionaire was completed by 335 out of 540 attendees, thus generating lots of data. The raw data will be made available over the web. Meanwhile, Maeri illustrated some of the responses: A good uptake of the new release, a large fraction of users rely on the IT person to do the update, ccp4i is used by 78%, helpdesk and BB appreciated, but the Newsletter less so.

Maeri will set up a News alert for CCP4 developers, to keep them in touch with staffing, workshops, etc. It could perhaps be modelled on the BBSRC email alerts.

Charles Ballard - Core activities

Version 6.0 was released in February 2006, following several test releases. It was felt to be pretty stable, using previous releases as a guide. 

Preparation for the release had started in October 2004 (soon after the release of 5.0.2), but a 2005 release had been delayed by the lack of an agreed licence. Charles asked that in future the licence be sorted first before work on a new release is begun. There was a discussion of the testing of releases. There are many different classes of problem, and not all can be solved by automatic testing - a period of live testing in friendly sites is required. 

The CCP4 group moved to the Computational Science and Engineering Department of CCLRC in Sept. 2005. We are a relatively large part of CSED (15% by funding) and this will have an effect on both funding and impact.

Future release plans are a 6.0.1 around May 2006, to fix bugs in 6.0. The next major version will be 6.1, to include pointless, new Mosflm GUI, MrBUMP and phaser-EP. It is expected to occur in the first half of 2007, and developers will be alerted in December 2006. In the meantime, packages such as Phaser, ccp4mg and Coot can be updated independently using the new downloads pages. New programs (e.g. Pointless) can be released as new packages or via a pre-release web page.

Alun Ashton - Diamond update

Alun gave an update on Diamond, including the guest house, the research complex and peripheral labs. 

There are 20 people (at DL and DLS) working on the Generic Data Acquisition framework. GDA has subsumed the previous PXGEN++, and includes John Campbell's Java viewer. 

Diamond will use DNA, ISpyB, the new mosflm GUI and CCP4, but not clear how closely integrated they will be. Detectors will produce imgCIF/CBF images, which will be converted to NeXuS format and stored in Storage Resource Broker (for about 3 months). 

Users will have their own permanent login area. 

Alun then gave an update on the DNA project, for which he is the Project Coordinator.

The current official release is 1.0.1, although most beamlines versions include more recent updates. DNA 1.1 is in preparation, and will include scaling, Pointless and BEST stats, sample screening and ranking, and interactions with ISpyB.

Version 2.0 will be a complete re-write. There might therefore be a version 1.2 to include additions needed on a shorter timescale.

There is BIOXHIT money for a Project Manager to be based at ESRF.

Graeme Winter - XIA-DP

Versions 0.1.x are available, which give fully automatic data processing in favourable cases. XIA-DP wraps Mosflm, Scala, Pointless, Truncate, XDS, Labelit, etc.

Version 0.2 will aim to be more widely applicable by dealing with missing segments of data, bad detector zones, radiation damage, etc. It will also cover multiple sweeps of data, such as MAD or low res / high res sweeps.

The intention is that XIA-DP will connect to downstream automation pipelines, and talk to databases such as the CCP4 database (Pete/Wendy) and ISpyB. There has been some work on feeding processed files to HAPPy and on defining requirements for the CCP4 database.

As part of his DNA/XIA work, Graeme has produced a Diffraction Image Library for manipulating image file headers for a number of different formats. This is to be included in the CCP4 library. Other core XIA functions are being used in some automation projects.

There is a problem using DNA on home sources, as it cannot control the data collection. If there is interest in having post-collection automated processing, then XIA-DP may be more appropriate.

Geoff Battye - Mosflm GUI

The new Mosflm GUI is written in "incr Tcl/Tk" with additional packages that are readily found in "with batteries included" distros.

The different components of Mosflm communicate by XML messages, and session information is stored as XML.

The first beta release was in October 2005. Following feedback from demos at the 2006 SW, the GUI was re-developed, and a final version released end March 2006. This works on Linux. There are minor issues with OS X and Windows has not been tested.

Geoff now plans to look at interactions with downstream CCP4.

Harry is to take over maintenance when Geoff leaves in August 2006.

Phil Evans - Pointless

Pointless has three purposes: 1. determine the Laue and space groups, 2. match the choice of indexing to a reference dataset, 3. do the reindexing

Version 1.0.3 was announced on BB on 28th March 2006. It uses cctbx, clipper and ccp4 libraries.

Pointless needs porting to Windows (post-meeting: Francois is looking at this).

Phil is to start on a Scala re-write called Aimless (see

http://en.wikipedia.org/wiki/Cold_Comfort_Farm).

Norman Stein - Truncate

Norman is just starting work on a replacement for Truncate. The latter has been hacked to death and is hard to maintain or extend.

The new Truncate will perform the I → F conversion, including anisotropic scaling. It will include many tests for twinning (beyond what truncate does now). Finally, it will provide an estimate of FH. 

Andrey's work on twinning is more for validation, but he will collaborate with Norman.

The meeting suggested also looking at using unmerged data, using E2 profiles generated from datasets in the PDB, and accounting for translational NCS.

Wesley Armour - Absorption corrections

Wes has just started working on this project with Gwyndaf. The aim is to develop models for the sample shape (i.e. loop plus contents) from which an absorption correction can be derived. This is expected to be particularly relevant for long λ such as S-phasing.

Airlie McCoy - Phaser-EP

Phaser 2.0 will include experimental phasing (just SAD initially). Airlie showed an example where for a 360˚ pass phaser gave similar results to mlphare, solve and sharp, but where for a 90˚ pass phaser coped much better with the more limited data.

Phaser 2.0 will be in the next release of Phenix (due soon). It will be released through CCP4 as a pre-release package.

Dan Rolfe - HAPPy

HAPPy is a python automation script for experimental phasing (just SAD initially). It uses SHELX, Phaser 2.0, XIA core functions, Emma from cctbx, etc. HAPPy loops over possible space groups, resolution limits, phasing programs and hand.

Dan is working with Graeme on connecting to XIA-DP, and with Pete/Wendy on CCP4 database requirements. HAPPy takes an XML file as input, and writes several intermediate XML files including one for the substructure which could be more widely used.

HAPPy produces a flowchart illustrating how a structure was solved.

Some problems with Pirate, possibly because the latter is tuned to solve rather than phaser. 

See www.ccp4.ac.uk/HAPPy

Kevin Cowtan - Pirate

This has been released as part of 6.0

The phase improvement works better than DM but is slower. Kevin is considering writing Parrot for where speed over quality is preferred (e.g. hand determination). Pirate is sensitive to the quality of the input HL coefficients. 

The NCS averaging only works in < 10% of cases, and needs further work.

Pirate has been tested on a set of 58 structures from the JCSG. Pirate works better than DM in 54 cases, marginally worse in 3 cases, and much worse in 1 case (for unknown reasons).

Ronan Keegan - MrBUMP

The aim of MrBUMP is to solve structures by molecular replacement starting from observed structure factors and a target sequence. The emphasis is on homolog discovery and search model generation. It wraps Phaser and Molrep.

MrBUMP has its origins in the e-HTPX project. Although it is still used in the e-HTPX pipeline, it has since been adapted to the CCP4 environment. MrBUMP will run on a cluster using SGE, LSF or Condor.

MrBUMP was tested against a set of SPINE targets at a workshop in York in July 2005, and automatically solved about 70%. The first public release was made in January 2006, which generated some favourable feedback and some minor problems. There have since been several updates to the publicly available version.

See http://www.ccp4.ac.uk/MrBUMP

Norman Stein - Chainsaw

This has been released as part of 6.0. It now includes two other modes in addition to the original "mixed" model: a side chain truncation to the maximal subset (similar to molrep) and a "mixed" model with truncation to C-beta. Chainsaw also does an alignment between the model sequence in the alignment and the model sequence in the PDB file, to deal with inconsistent numbering or unbuilt residues.

Fei Long - BALBES

BALBES is the new name for MMASS, the automated MR script from Garib's group. BALBES uses a customised database of chains, domains and multimers. This is derived from a non-redundant subset of PDB entries (30k entries reduced to 10k non-redundant entries). Use of  a customised local database allows for quick local searches.

BALBES consists of python scripts communicating via XML. It wraps SFCHECK, MOLREP, REFMAC, etc. There are some new programs to deal with alignment, domain definition, etc.

They have tested it by trying to solve PDB entries from Jan - May 2005 (for which data is deposited) using a database of structures up to 2004. They achieved 75% success, against a recorded 67% use of MR. Only 87% of "MR" structures were solved by BALBES - maybe the required search models had not been deposited? Conversely, 34% of "SAD" structures were solved by MR with BALBES.

They intend to update the database to include 2005 entries, and test 2006 structures against it.

Thursday 30th March

Garib Murshudov - Refmac developments

There will be release of 5.3 soon, to include improved bond order determination, use of SMILES strings, WEIGHT AUTO, etc.

The next release will be 6.0 which will be a major new version. This will include automatic twin refinement, occupancy refinement, restraints to reference structure, intensity refinement and better NCS restraints using local similarity rather than absolute positions. There may be refinement against unmerged data?

Beyond that, Garib is looking at QM optimisation of ligand structures, and possibly use of normal modes for modelling ADPs.

Andrey Lebedev - Twinning

Andrey has looked at twinning, pseudosymmetry and their combined effects. Pseudosymmetry can mask twinning in some standard twinning tests. BALBES contains a program between MOLREP and REFMAC to detect twinning and report to REFMAC. In principle, it could feedback to the SCALA/TRUNCATE stage.

In the future, Andrey wants to look at reticular twinning and statistical crystals (e.g.  2D layered crystals).

Kevin Cowtan - Buccaneer

As in Pirate, statistics are derived from a simulated noisy map generated from a known model. Current version identifies and joins Cα atoms. Tested against JCSG datasets. Typically, 70% of main chain is built, of which 80% is correct (but wide variations around these figures). Requires good correlation ( > 0.6) of given phases to final phases, but will work at any resolution (cf. ARP/wARP which tolerates poor phases but needs good resolution). Todo list includes speeding it up, sequence docking and cycling with refinement. 

Kevin listed his priorities as PIRATE NCS, PARROT, and sequence docking in BUCCANEER. BUCCANEER could be extended to nucleic acids, but meeting considered this low priority. 

Paul Emsley - Coot

Current version is 0.0.33 since June 2005. Version 0.1 is due soon (released soon after meeting). Added interface to SHELXL (with help from GS). Helix fitting from Kevin added. 

Some discussion of validation. Paul found that 70-80% of deposited structures (with data) had errors identified by COOT. There was a possibility of structure idealisation according to Ramachandran plot. Would you lose the latter as a validation tool? But how is that different from manual correction of the backbone? PROCHECK, MOLEMAN, WHATCHECK/IF all use old Ramachandran data - should be updated to latest Richardson data. CCP4 will replace the PROCHECK Ramachandran plot with an updated one. We need to notify Roman (done) and deposition centres.

WinCoot is still behind the main COOT. CCP4 had paid for Bernhard to visit York. Longer term, Francois should cover this.

Stuart McNicholas - CCP4mg

Current version is 0.12. The next version is 0.13 which will incorporate the plugin mechanism for external applications, a human readable Scene Description Language, and further integration with ccp4i (there is already a ccp4i task to launch ccp4mg). Tadeusz suggested morphing as another possible aim.

The next major version 0.20 would integrate Coot functionality. This is the original plan to bring CCP4mg and Coot together. It is now felt that this is not worth it, and each package should concentrate on its own strengths. However, work could be done on communication between the packages, for example exporting a Coot view to CCP4mg. 

Eugene Krissinel - PISA

The PISA server at the EBI is doing well, having received 32000 queries from 660 IP addresses. The PISA prediction of multimers has a 80-90% success rate, and will be used in the MR pipelines MrBUMP and BALBES. 

Plans for the coming year include taking into account non-standard amino acids, nucleic acids and ligands. Ligands can have a major effect on the stability of interfaces. Also look at infinite periodic assemblies, e.g. super-helix. Can treat ligands via a database of all ligands, or via a general model. 

CCP4 needs a stand-alone version. Eugene will do this after finishing some planned core changes to PISA. Meanwhile, ccp4i should at least have a link to the PISA web page.

Yao - Acorn

Keith reported that Yao was working on a CCP4 version of the latest ACORN.

Peter Briggs - ccp4i

Version 1.4.4 (in CCP4 6.0) contains several new interfaces (Crank from Leiden, Shelx_cde from Pete, PHASER, BP3, Clipper utilities, CHAINSAW, interface to launch ccp4mg). New features include a search and sort utility for the project database, a shortcut for changing project, help shortcuts, greying out of tasks for which the necessary executables are unavailable, etc.

Wendy Yang and Peter are working on the underlying databases. There will be a job tracking database and a knowledge database. These are not derived from any formal data model, but instead are being developed to meet the needs of existing tasks, the various automation pipelines, and 3rd party software such as PIMS. The database will exist either as traditional .def files or as an SQLite database. The database handler is written in python. Client APIs exist in both Tcl (for ccp4i) and python (e.g. for automation scripts). XML will be used for the communication between clients and the database handler. Current status: works with Tcl prototype database handler, and just switching in the final python handler.

Longer-term view of ccp4i. Although very successful (see questionnaire results), ccp4i suffers from a number of weaknesses: every interface is written by hand rather than auto-generated, poor architecture for extension, jobs are assumed to be run in batch mode rather than interactively, and poor handling of job output.

Peter made a number of proposals: The ccp4i client should be further split into a Resource Manager and the graphical interface itself. There should be a plug-in mechanism, e.g. for COOT. There should be a smart logfile browser. The presentation of tasks to the user should be simplified. Some of these issues will be pursued under the auspices of the new automation project working party on graphical interfaces and viewers.

Rob Esnouf - PIMS

Rob is now the Project Sponsor for PIMS. 

Other LIMS projects had failed because the problem is complex and working practices vary widely. Therefore, there is emphasis in PIMS on getting the architecture right so that the product is robust and flexible.

Version 0.3 was released on 25th February, with version 0.4 planned for 24th May, 0.5 for October 2nd, and version 1.0 on December 4th. Version 0.3 is now being used by MPSI.

The PIMS crystallisation module is being developed in collaboration with Bioxhit efforts. Also looking at connections with e-HTPX, as the recipients of the crystals.

Chris Morris - PIMS

Chris reported on the team health check, which was done last year by an external consultant. This had identified the lack of a coherent view, with a conflict between the immediate needs of the SPORT projects, and the 5 year timescale of the PIMS grant.

PIMS are going to commission a commercial icon set. They hope that this will connect in some way with ccp4i.

PIMS has a few dependencies, such as the CCPN data model machinery, and the Hibernate software.

Martyn Winn - e-HTPX

Martyn gave an overview of e-HTPX and the area it now covers.

Johan Turkenburg - eHTPX Hub

Johan described the e-HTPX hub, and how it is used by York for their ESRF trips. Data input into the Hub are transferred to ISPyB at the ESRF. A pseudo-ESRF safety form is also produced. There is a need to work on retrieving information from ISpyB after the trip.

The Hub works well for a traditional lab like York. Phil will look into setting it up at MRC-LMB. 

Should CCP4 support the Hub after the end of the e-HTPX grant?

Rob Esnouf - eHTPX and OPPF

Rob described the high-throughput set-up at the OPPF and the Vault software. They are working on a crystallisation module for PIMS, which could be used instead of the equivalent part of the eHTPX Hub. The Hub is of marginal benefit for OPPF because they already have much of the information in the LIMS and don't wish to enter it again.

Alun Ashton - eHTPX and Diamond

Diamond wants to use eHTPX, but there is a timing issue with many of the eHTPX posts finishing before Diamond comes on-line. Diamond is also very interested in PIMS, especially for their membrane protein lab. Diamond will also use ISPyB and DNA.

For structure solution, Diamond will use CCP4. They are also interested in XIA. They will have clusters available from the beamlines, and are keen on parallelised applications.

eHTPX is considered a successful e-science pilot project. DL would like to support the continuation of  the eHTPX project, but they currently can't apply to BBSRC for funding.

Jim/Keith -wrap-up

Next year's meeting has been set for 27-29th March 2007. The format will be slightly different, with all detailed presentations first, followed by STAB discussions on project teams, and finally a discussion and planning session.

*** The next meeting will be on 27-29 March 2007 ***

Tadeusz Skarzynski - summary

The transformation of the suite has begun:

· There is agreement on the use of XML and python. 

· The first pipelines are beginning to appear: MrBUMP, BALBES, HAPPy, XIA. 

· Analysis is beginning to be looked at: the GUI, the underlying database, presentation of results.

Progress is happening via a bottom-up approach, aided by an agreed framework, working parties, and regular reviews. We may need more project management to keep things on track. The aim is to be more professional, while not losing the community spirit.

